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                                                            Unit 6 Research Project 

 

Part 1.  SQL Questions 

Each answer should be about 100 to 300 words. An answer should be focused on answering the 

question, and not give more information than necessary.  

Select the join type and related article: 

The article that has been selected for further review is LOOP, HASH and MERGE Join Types, 

authored by Eitan Blumin. The join method that has been selected to elaborate on is the MERGE 

join.  

a1. What is the MERGE join method, and how does it work? 
 

The MERGE join is a type of join operator. Join operators are utilized in SQL to perform logical 

joins between one set of data and another set of data. Of the three types of join operators, LOOP, 

HASH, and MERGE, the MERGE join is considered the most efficient when dealing with large 

sets of data that are sorted on the join keys of data sets. There are two primary performance gains 

worth mentioning when the MERGE join operator is being used. One, when the SQL MERGE 

join is processed, each of the “input operators are executed only once,” which means less system 

resources are required (Blumin, 2012, para. 4). And two, the algorithm that is used in MERGE 

join is considered highly efficient. 

 

a2. Under what circumstances is the MERGE join used?  

 

There are three main factors that influence the decision making process of the SQL Server 

Optimizer when choosing the MERGE join operator. These factors are best demonstrated in an 

example. Consider the following execution plan. 

 

 
SOURCE: Blumin, 2012, para. 4 
 

The first factor that would influence whether or not the MERGE join operator would be used is 

to determine the merge columns. In review of the above execution plan, it is evident that both 

data sets are sorted on the CustomerID column, where there is a clustered primary key on the 

Customer and SalesOrderHeader table tables, and where the CustomerID column uses a 

nonclustered index (Blumin, 2012, para. 4). A second factor for selecting the MERGE join is 
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whether or not there is a large amount of rows in each data set. By reviewing the execution plan, 

it can be determined that there is a large amount of rows being returned due to the width of the 

arrows; the wider the arrows, the larger the amount of returned rows. And, one final factor in the 

selection of the MERGE join is when creating a SQL query and JOIN clause, the equality 

operator is used–meaning an equal sign. The MERGE join specifically requires the equal sign 

operator.  

 

b1. Under what circumstances will the SQL Server query optimizer choose to use a 

nonclustered index plus a key lookup? 

 

The SQL Server optimizer will choose a nonclustered index plus a key lookup when the query is 

extremely selective. For example, when the nonclustered key is selective enough that the table 

page reads will be less than the given clustered index scan, the SQL Server query optimizer will 

select the nonclustered index with the key lookup. Generally, this has to do with query 

performance, which cost is driven by performance. Cost is determined by several factors, such as 

I/O (input and output), CPU, and memory usage. It is also important to note here that time is 

always a factor in determining cost; the longer it takes for a query to run, the higher the 

associated cost. 

 

b2. If the query plan in 1 is cached, under what circumstances will the performance of that 

query be very poor, and why? 

 

If the nonclustered index key value is placed on lots of columns. Overuse of nonclustered 

indexes can lead to poor database performance due to changes in the database. For examples, 

these changes happen each time INSERT, UPDATE, and DELETE are executed. It would be 

considered better, overall database design to focus nonclustered indexes on clauses such as 

WHERE or GROUP BY clause (Microsoft, n.d, para. 2). 

 

Additionally, if the nonclustered lookup plus bookmark lookup (using clustered index) plan is 

cached, over time, the cached plan becomes inefficient. As the cached plan becomes less and less 

useful, the overall performance of the database can be affected; often this leads to more page 

reads. SQL Server will eventually detect this slower performance and a new plan will be 

recompiled. A few reasons why SQL Server would issue a recompile would include using 

ALTER TABLE and ALTER VIEW, changes being made to indexes via the execution plan, or 

even changes made to stored procedures using ALTER PROCEDURE (Microsoft, n.d, para. 3).  

 

c. Given the mantra, "Fewer page reads means better performance," describe how an 

index can improve performance.  Refer to one or more figures in the textbook if that helps 

your description. 

 

If the case where no index exists on the column in the WHERE or ON clause, SQL would have 

to perform a table scan. A table scan is usually the least efficient way returning data due to the 

fact that it has higher reads and a relatively higher cost associated with the query (it literally has 

to scan an entire table looking for data). If SQL does not know where to look for the data, 

specifically, it resorts to the more costly process of table scans; this is where indexes come in. 

Indexes are like the indexes in the back of book, in that they both provide a reference point to 
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what is being looked for. Indexes accomplish faster data retrieval by creating a sort of pointer to 

the data in a table which return the row or rows in a more efficient manner; these pointers are 

stored in a structure known as a B-tree (Microsoft, n.d., para. 3). A B-tree structure contains a 

root, intermediate, and leaf level; and using this structure, SQL Server is able to build indexes 

that assist in the speedy retrieval of data. 

 

d. Describe three things you can find out using a graphical execution plan; for each item, 

describe how you determine the item, and explain why that item is important to know. 

 

There are three (and many more) important components of a graphical execution plan that can be 

utilized to review query results and improve overall query performance–they are cost, data flow 

arrows, and scan operators (Microsoft, n.d., para. 3). Cost, as it relates to the I/O of each 

operation, should be as low as possible. Cost is represented by a percentage under each 

operation. Data flow arrows are used to show the flow of the query from right to left, top to 

bottom. Additionally, data arrow width is important because it reflects the amount of returned 

rows; the wider the arrow, the more returned rows. And finally, there is the scan operator. The 

importance of the scan operator is that it can display whether the plan begins with a clustered or 

nonclustered index, or a table scan. If the execution plan starts with a table scan, the query 

performance could possibly be negatively affected. Each of these three components are 

important to the overall understanding and improvement of query performance. 

 

e. Compare and contrast a clustered and a nonclustered index in SQL Server. 

 

Both types of index are B-tree indexes–containing root, intermediate, and leaf nodes. A clustered 

index's leaf level is made up of data pages. In contrast, the leaf level of a nonclustered index is 

made of index pages. A table may only have one clustered index; this is due to the rows being 

sorted in one specific order (Microsoft, n.d., para. 2). For data retrieval, clustered indexes use 

row key values to sort and store data in rows. And, nonclustered indexes use key values that have 

pointers that point to row locators. Nonclustered indexes are usually slower than clustered 

indexes (because they have to follow the pointer to retrieve the actual data row), but they have 

their place in a well-design performance plan. In summary, a clustered index is a way of 

representing the entire base data as a whole. In contrast, a nonclustered index is separate 

database structure that references base data, which also can have a different sort order. 

 

f. Why is a surrogate, integer, sequential primary key (and clustered index key) better than 

a globally unique identifier as a primary key (and clustered index key)?  

 

A surrogate, an integer, and sequential primary key are better than a GUID as a clustered index 

key because: One, the surrogate, integer, and sequential primary key are all represented by 4-

bytes, versus the 16-bytes of the GUID; this fact alone means that using GUIDs as a clustered 

index keys could lead to performance and storage issues; the larger the key, the more processing 

power and storage space that is required (Coding Horror, 2007, para. 2). And two, because of the 

random nature of GUIDs, it could lead to page and index fragmentation; this fragmentation will 

cause poor database performance (Ben-Gan, Sarka, & Talmage, 2013, p. 562). 

 

http://technet.microsoft.com/en-us/library/ms178071(v=sql.105).aspx)
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g. You have created the Sales.Customers table with a PK of custid and the Sales.Orders 

table with a PK of orderid and a FK of custid referencing Customers(custid). Your 

applications run many queries that join these two tables and search for orders placed on a 

certain date or in a date range. What index or indexes would you create to support these 

queries, and why? Clarify any assumptions you make about the queries.  

 

After reviewing the query parameters, there would be some SQL code created for reference. The 

SQL code would look like this: 

 
SELECT orderid, orderdate, orderdate 
FROM Sales.Orders o 
JOIN Sales.customers c ON c.custID = o.custID 
WHERE orderdate = '3/01/12' 
  
Or 
  
SELECT o.orderid, o.orderdate, c.custID 

FROM Sales.Orders o 
JOIN Sales.customers c ON c.custID = o.custID 
WHERE OrderDate >='2014-02-01' 
AND OrderDate < '2014-07-01' 

  

A nonclustered index on the foreign key column custID in Sales.Orders would allow the ordered 

arrangement of the customer ID. Normally, the FK custID would be stored in no specific order 

(which can lead to higher costs due to page reads); but by using a nonclustered index, 

performance would be increased due to less page reads (if we were looking for a specific 

customer or range of customers via the customer ID). Likewise, a nonclustered index could be 

created for orderdate. This would give us the ability to have a known sort order over a random 

sort order. Once again, this could help in overall query performance by allowing us to drill down 

right to a certain date, while at the same time reducing page reads. The ultimate goal will always 

be to reduce the cost of queries, thus increasing performance. 
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Part 2. Big Data Essay 
 

                                                                      Big Data 

               Big Data specifically addresses various types of data that cannot be processed using 

conventional or traditional technical processes. Big Data is based upon velocity, volume, and 

variety (Dumbill, 2012, para. 7). Velocity refers to the speed at which the data is coming in. 

Volume is the size of the data, which is always increasing. And finally, variety denotes the many 

different types of data formats; this has to do with media and text formats. To use Big Data in an 

example, e-commerce websites such as amzon.com, eBay, and Facebook receive millions of 

visitors per day. Much of the activity at these websites include posting comments, text, pictures, 

and videos, and even buying and selling products. The real challenge is how to extract and 

analyze meaningful information from the unstructured data. Why is this particular challenge 

significant? Understanding unstructured data is a daunting task due to its very nature, meaning 

large amounts of data are streaming into databases extremely quickly and in numerous formats; 

unstructured data would include photographs, maps, audio from call centers, text messages, 

instant messages, e-mails, just to name a few (Galbraith, 2014, p. 2). 

               Why would a company care about Big Data? A couple of dominant ideas about the 

capability and potential of big data is that–when utilized properly–businesses can improve their 

companies, as well as build new companies. A company can develop itself by better 

understanding its customers’ needs, acknowledging complaints and stress points, and refining its 

products, marketing, and sales. Each of these data elements can be found in Big Data, thus 

learning how to extract and analyze data in Big Data is critical for businesses to become and 

remain successful. 
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               Of course, as amazing as Big Data is, it is not without its own issues. One major issue is 

security. With literally hundreds of terabytes of data being generated daily, who is making sure 

this data is secure? Such a question was raised by Chew, in the article Five Questions That Can 

Help Secure Big Data. Baseline. Chew elaborates on big data governance, transactional data 

volumes, and selecting new data types associated with mobile and social technologies. The 

article presented five basic questions about big data. The focus of the five security questions was 

related to database management and what data security really means from a holistic perspective. 

The five questions were (Chew, 2014 para. 1): 

 Can we trust our sources of big data? 

 What type of information are we collecting, and are we exposing the enterprise to legal 

and regulatory challenges? 

 How do we protect our sources, our processes, and our decisions from theft and 

corruption? How can we improve on this? 

 What policies and processes do we have in place to ensure that employees keep 

stakeholder information confidential during and after employment? 

 Which of our actions might create trends that can be exploited by our rivals? 

               In brief, Big Data is on the rise. There are valid questions and concerns surrounding the 

topic of Big Data, which should be considered when designing and managing a Big Data system. 

However, even with its inherent issues, Big Data has the potential to change how data is 

manipulated in the most progressive of ways. And consequently, Big Data offers huge career 

opportunities in an ever-expanding database market. The business markets in database 

development, administration, data mining, and data warehousing are just a few of the exciting 

and challenging occupational areas that have seen explosive job growth in recent years. In the 
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end, Big Data is here to stay, and understanding how Big Data affects businesses and its 

customer bases will positively affect national and global markets.  
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